
PRACTICAL NEUROLOGY300

© 2003 Blackwell Publishing Ltd

HOW TO UNDERSTAND IT 

Meta-analysis

Carl Counsell
University of 
Aberdeen, Department 
of Medicine & 
Therapeutics, Polwarth 
Building, Foresterhill, 
Aberdeen, UK; E-mail: 
cec@iahs.abdn.ac.uk
Practical Neurology, 
2003, 3, 300–305

Meta-analysis is the statistical technique by 
which data from a number of independent 
studies of the same topic are combined in order 
to determine the best estimate of the overall 
result from those studies. It can be applied to 
most types of epidemiological study (e.g. ob-
servational or case-control studies) but is most 
often used to combine the results of randomised 
controlled trials within the context of a system-
atic review (i.e. a review which outlines its meth-
ods to minimize bias and chance). A systematic 
review that includes a meta-analysis is often 
called a quantitative systematic review whereas 
one that does not may be called qualitative.

The main advantages of a meta-analysis are:
• to increase the amount of data and so mini-

mize the play of chance in producing spurious 
results (either false positive or false negative 
results);

• to reduce over-emphasis on the results of a 
single study which may be too small to give 
reliable results, or fl awed in some known or 
unknown way;

• to look for consistency (homogeneity) or 
inconsistency (heterogeneity) in the results 
of all studies of a similar topic. Consistency is 

reassuring as it implies the results are robust 
across a variety of different contexts whilst 
inconsistencies need to be analysed to try to 
identify possible causes for the differences 
that may then be explored in new studies.

Before performing a meta-analysis, two basic 
questions need to be addressed. Firstly, are the 
data of suffi cient quality that it makes sense 
to combine them? The old adage of ‘garbage 
in, garbage out’ is particularly applicable to 
meta-analysis. If all the studies carry the same 
signifi cant bias, combining them will produce a 
more precise result (i.e. a narrower confi dence 
interval) which although highly statistically 
signifi cant (and therefore unlikely to be due to 
chance) is, nevertheless, totally unreliable – the 
bias is just more certain! This problem is partic-
ularly relevant to meta-analysis of case-control 
studies which are often affected by major biases, 
such as recall bias.

Secondly, is it clinically sensible to combine 
the studies, i.e. are the studies suffi ciently similar 
that they merit being analysed together? This is 
partly a subjective decision and one that is open 
to abuse, i.e. people can add or remove studies 
on the basis of their own personal prejudices. To 
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avoid this, it is extremely important that precise 
inclusion criteria are set prior to performing the 
meta-analysis so that the types of studies, inter-
ventions, patients and outcomes to be included 
are clearly defi ned. As a general rule, I think it is 
preferable to keep inclusion criteria as broad as 
is clinically sensible to maximize the data avail-
able for analysis. For example, unless there is 
good evidence to the contrary, it makes sense 
to consider different drugs from the same class 
together initially, and then to assess the effect of 
different doses or methods of administration in 
predefi ned subgroup analyses. Figure 1 shows 
one example of this approach where a meta-
analysis of the placebo-controlled trials of 
acetylcholinesterase inhibitors in Alzheimer’s 
disease is subdivided by specifi c drug. Although 
there are small differences between the different 
drugs, there is consistency within trials of the 
same agent.

Once the studies have been identifi ed and 
the data extracted, the results can be combined 
for each outcome of interest. Two categories 
of outcome can be meta-analysed: continuous 
outcomes such as time to a given event, and bi-
nary outcomes such as dead or alive. Many neu-
rological trials use categorical outcomes such as 
improved/no change/worsened and these need 
to be converted to a binary outcome before they 
can be combined, e.g. improved vs. no change or 
worsened. Similarly, many studies use complex 
scales as outcome measures (e.g. stroke scales, 
quality of life scales) and, although these are 
not strictly continuous, they can be analysed as 
such provided they have a suitable distribution 
(a normal or bell-shaped distribution). It is also 
important to consider whether the outcomes 
assessed in the different studies are suffi ciently 
similar to be combined. This is obviously not a 
problem if exactly the same measure is used in 
all studies but, unfortunately, given the plethora 
of different scales for most neurological condi-
tions, this is rarely the case. However, if different 
scales are measuring the same sort of outcome, 
it may still be possible (and meaningful) to 
combine them. For example, a person could 
be defi ned as disabled if they were below a 
certain cut-off on the Barthel score and below 
a different cut-off on the Rankin score. This is 
obviously more valid if the relationship between 
different scores is known.

Fortunately for neurologists and other cli-
nicians, a detailed knowledge of the statistical 
methods of meta-analysis is not required to 
make sense of the technique. However, a few 

simple facts are worth knowing. The results 
of the individual studies must be expressed in 
a standardized format before they can be com-
bined in a meta-analysis. Binary outcomes can 
be expressed either as relative differences be-
tween the interventions being tested (e.g. odds 
ratios or risk ratios/relative risks) or as absolute 
differences (e.g. the difference in the percentage 
of patients in each group with a given outcome). 
It is possible to perform a meta-analysis on both 
types of measure but relative differences are 
more likely to be comparable between trials and 
so are generally preferred. Because odds ratios 
have certain mathematical advantages over risk 
ratios, they are used more frequently in meta-
analysis even though most clinicians fi nd risk 
ratios easier to interpret. Fortunately, if the out-
come is infrequent (i.e. occurs in less than 20% 
of patients), the odds ratio is very similar to the 
risk ratio, but with a more frequent outcome it 
will overestimate the risk ratio.

For continuous measures, the standardized 
format can be rather more complex. Obviously, 
if the same measure is used in each study this is 
already straightforward. In studies where differ-
ent scales are used to measure the same type of 
outcome (e.g. motor impairment in Parkinson’s 
disease can be measured with a Webster’s score, a 
Columbia Rating Scale, or a Unifi ed Parkinson’s 
Disease Rating Scale), the difference between 
treatment groups can be standardized by ex-
pressing it in units of the standard deviation 
which can then be combined. However, inter-
pretation of the fi nal result is more diffi cult be-
cause you need to know what a unit of standard 
deviation equates to for each scale used.

The fi nal step in meta-analysis is the actual 
calculation of the summary result. Rather than 
simply being the arithmetic mean of the stud-
ies’ results, meta-analysis gives an average of the 
results weighted by study size. Because smaller 
studies are more prone to the play of chance, 
they are given less weight in the fi nal result than 
the larger (and so more precise) studies. A vari-
ety of techniques are available but they split into 
two broad types: fi xed effects models and ran-
dom effects models. The difference is in how the 
variability between studies is dealt with. Fixed 
effects models assume that all the included stud-
ies are measuring a single true effect and that the 
difference between the results of different stud-
ies is exclusively due to random variation. This 
is the same as saying that if all studies were infi -
nitely large they would all get exactly the same 
result. Random effects models assume that there 
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Figure 1  Meta-analysis of the change in cognitive score from baseline in the placebo controlled trials of 

acetylcholinesterase inhibitors in patients with Alzheimer’s disease. ADAS-cog is the continuous measure of 

cognitive impairment used, out of a total of 70 points where a high score is worse, so a negative change is a 

good outcome and is shown to the left of the vertical line. 

The heterogeneity test is given for each subgroup of trials and for all trials together. It shows signifi cant 

differences between all the trials (P = 0.0034) but not between trials for each drug type. Hence it is 

reasonable to combine the results of the trials of each drug but less so to combine results of different drugs. 

The test of overall effect gives the statistical signifi cance of the meta-analysis result.

The size of the small black box on each line is in proportion to the weight that that trial contributes to the 

overall result. The black diamonds give the result of the meta-analysis for each separate drug and then for the 

combined result of all trials at the bottom. The midpoint of the diamond is the point estimate and the ends 

mark the 95% confi dence interval.

n, number of patients in each arm of trial; sd, standard deviation; WMD, weighted mean difference, i.e. meta-

analysis of difference in change in ADAS-cog between treatment and no treatment weighted by study size; CI, 

confi dence interval; Fixed, fi xed effects model used
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are different treatment effects in each study and 
so the overall result is the best estimate of the av-
erage of all these different effects. In reality, what 
this means is that fi xed effect models usually give 
narrower confi dence intervals than random ef-
fects models but the fi nal point estimate of the 
treatment effect is similar.

The results of the analysis can be shown 
graphically by using a forest plot (Figs 1 and 2) 
where the result (point estimate with its confi -
dence interval) of each study is given, along with 
the overall summary result and confi dence inter-
val (represented as a black diamond). The verti-
cal line on the forest plot represents the line of no 
treatment effect, i.e. an odds or risk ratio of 1, or 
difference in continuous outcomes of zero. Care 
needs to be taken when inspecting these plots 
so the reader knows on which side of the line 
a positive treatment effect lies. Results showing 
fewer poor outcomes with a new treatment (e.g. 
fewer patients dead or disabled) lie to the left of 
the vertical line whereas if the results are shown 
as an increase in good outcomes (e.g. complete 
recovery from stroke), results in favour of the 
new treatment would lie to the right. Similarly, 
an improvement in a continuous outcome with 
treatment could be greater or less than zero de-
pending on whether a high score indicates a bet-
ter or worse state. The graph should be labelled to 
make this absolutely clear (Figs 1 and 2).

Once the meta-analysis has been performed, 
the reader must assess its validity and robust-
ness. If a positive result is found, it is important 
to consider the size of the evidence base, and 
the treatment effect. Meta-analyses based on a 
small number of small trials are prone to error 
and if such analyses show very large treatment 
effects, the reader must consider whether these 
are plausible or are just the combined effects 
of chance and bias. There are several examples 
of meta-analyses of small trials showing large 
highly signifi cant treatment effects that were 
not confi rmed in subsequent large trials. It is 
also worthwhile checking whether any posi-
tive outcomes in a meta-analysis include data 
from most of the trials. If not, the possibility of 
reporting bias needs to be considered (i.e. that 
some trials did not report the outcome because 
it was not positive), which will obviously bias the 
meta-analysis.

The consistency of the results across the dif-
ferent trials should also be assessed. Consistency 
(or lack of it) may be obvious by looking at the 
forest plot and seeing the scatter of the results. 
However, there are statistical tests to check for 

consistency, the most common of which is the 
Chi-squared test of heterogeneity, which is often 
shown at the bottom of forest plots. A signifi cant 
result (P < 0.05) implies signifi cant differences 
between the trials (heterogeneity) and draws in 
to question the wisdom of combining the studies. 
However, this is a weak test and so heterogeneity 
can be present even with a non-signifi cant result. 
If heterogeneity is found, it should be highlighted 
in the results and a random rather than fi xed ef-
fects model should be used (or the decision to 
combine the studies should be reviewed). The 
possible reasons for the heterogeneity should be 
explored (e.g. differences in study quality, in the 
interventions or patients) but this should be done 
cautiously. Ideally, possible sources of heteroge-
neity should be identifi ed before the analysis so 
that a small number of preplanned subgroup 
or sensitivity analyses can be performed rather 
than multiple posthoc subgroup analyses, which 
can produce spurious results. Subgroup analyses 
are more reliable if they can be done on all the 
patients included in the meta-analysis but this 
often requires individual patient data from each 
trial, which is time consuming and expensive, and 
sometimes impossible because the data have been 
destroyed or are commercially sensitive. For ex-
ample, to assess the effect of time to treatment on 
thrombolysis in acute ischaemic stroke, it would 
be better to have the time to treatment for each 
patient in each trial rather than to compare the 
results of trials where patients were randomised 
within 6 h with those where patients were ran-
domised within 12 h.

Further sensitivity analysis should also ex-
amine the effect of trial quality on the overall 
result as poor quality trials can overestimate 
treatment effects because they are more prone 
to bias (Fig. 2a).

It is also important to consider whether 
the trials included in the meta-analysis are a 
representative sample of all the trials that may 
have been carried out. This is often not the case 
because positive trials are more likely to be pub-
lished at all, published in full as opposed to in 
abstract format, published in English language 
journals with a high impact factor, and cited by 
other articles. These various forms of publica-
tion and citation bias are probably more likely 
to affect small rather than large trials and can 
therefore lead to over-estimation of treatment 
effects, particularly in meta-analyses based on 
small trials (Fig. 2b). This risk is minimized by 
using extensive search strategies to identify as 
many relevant trials as possible. The likely extent 
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1.19 (1.04 to 1.37)

0.91 (0.77 to 1.07)

1.02 (0.91 to1.15)

1.50 (1.06, to 2.14)

Figure 2  Meta-analysis of poor 

functional outcome in trials 

comparing nimodipine with no 

nimodipine or placebo in acute 

ischaemic stroke. (a) Results 

subdivided by trial quality: 

good quality implies adequate 

concealment of randomization 

and double blinding. (b) Results 

subdivided by publication status 

of trials. Conventions are the 

same as Fig. 1.

There is signifi cant heterogeneity 

in the results of all the trials but 

this disappears when only trials 

with good quality or poor quality 

are compared.

n, number of poor outcomes in 

that arm of trial; N, number of 

patients in that arm of trial; OR, 

odds ratio.

(a)

(b)
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of publication bias can be assessed in a number 
of different ways including: funnel plots where 
a measure of each trial’s size is plotted against its 
treatment effect (Fig. 3); comparing the results 
of the small trials with those of the larger trials 
(a signifi cant discrepancy may be due to publi-
cation bias); and calculating how many patients 
would have to be included in a hypothetical trial 
showing no treatment effect to overturn a posi-
tive result.

Finally, when interpreting a meta-analysis, 
it is important to consider the size and clinical 
relevance of the overall result. Small differences 
in treatments can be highly statistically signifi -
cant but clinically meaningless. For example, 
although Fig. 1 shows that cholinesterase in-
hibitors produce highly statistically signifi cant 
benefi ts in the cognitive scores of people with 
Alzheimer’s disease, the actual benefi ts are small 
(1–3 points in a 70 point scale). If binary out-
comes are given in terms of odds or risk ratios, 
it is also important to convert these into an ab-
solute benefi t for patients with various levels of 
baseline risk. A treatment that reduces the odds 
of a poor outcome by 50% (i.e. an odds ratio of 

0.5) looks very important but, if a patient’s base-
line risk of a poor outcome is 1%, then although 
treatment will reduce this to 0.5%, this equates 
to an absolute risk reduction of only 0.5% and 
so needing to treat 200 such patients to prevent 
one having a poor outcome.

In conclusion, there is no doubt that meta-
analysis is an extremely useful tool for sum-
marizing large amounts of data from different 
studies and giving an overall impression of the 
previous research in a given area. However, there 
are numerous potential pitfalls in performing 
and interpreting meta-analyses that must be 
considered. Anyone wishing to undertake a 
meta-analysis should therefore have appropri-
ate training and access to expert guidance on 
both the clinical and statistical issues.
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Figure 3  Funnel plot of the trials of nimodipine in acute ischaemic stroke. The results of each trial are 

represented by a dot. For each trial result, the standard error of the log (odds ratio) is dependent on the 

size of trial – the smaller the log (odds ratio), the bigger the trial. If there is no publication bias there should 

be equal numbers of small trials which show very positive results (bottom left of graph) and very negative 

results (bottom right) by chance. This should result in the graph looking like a symmetrical inverted funnel 

with a wide base. If there are more highly positive small trials than negative ones (e.g. due to failure of the 

very negative ones to be published), these will be missing from the bottom right hand side of the graph and 

so the funnel looks asymmetrical. In this case there is asymmetry but there is only one small highly positive 

trial so publication bias is unlikely to affect the overall result.
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